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Abstract—We investigate the problem of computing the types
of the relationships between Internet Autonomous System3Ne
refer to the model introduced by Gao (IEEE/ACM Transactions
on Networking, 9(6):733—645, 2001) and Subramanian et al.
(IEEE Infocom, 2002) that bases the discovery of such relaiin-
ships on the analysis of the AS paths extracted from the BGP
routing tables. We characterize the time complexity of the hove
problem, showing both NP -completeness results and ef cient
algorithms for solving speci ¢ cases. Motivated by the hardess of
the general problem, we propose approximation algorithms ad
heuristics based on a novel paradigm and show their effectaness
against publicly available data sets. The experiments prade
evidence that our algorithms perform signi cantly better than
state-of-the-art heuristics.

|I. INTRODUCTION

customers they are said to havepeaer-to-peerrelationship.
Finally, if two ASes offer each other Internet connectitigy

are said to besiblings Of course, this classi cation does not
capture all the shades of the possible commercial agresment
and technical details that govern the traf ¢ exchanges betw
ASes but should be considered as an important attempt toward
understanding the Internet structure.

Since many applications would bene t from the knowledge
about the Internet structure, the research on the subject ha
recently produced many contributions. More speci calhgite
is a wide research area focusing on the discovery of the
topology underlying the Internet structure, either at th® A
or at the router level (see, for example, [4], [5], [6])-

Other researchers concentrate more directly on the above
mentioned relationships and on the hierarchy that theydedu

N Autonomous Syste(AS) is a portion of the Internet on the set of ASes. Govindan and Reddy [4] study the interplay

under a single administrative authority. Currently, thengetween thelegreeof the ASes and their rank in the hierarchy,
are more than 10,000 ASes and their number is rapidihere the degree of an AS is the number of ASes that have
growing. They interact to coordinate the IP traf ¢ deliverysome kind of relationship with it. Gao [7] studies, for thestr

exchanging routing information with a protocol called Berd
Gateway Protocol (BGP) [1].

time, the following problem. ASes are the vertices of a graph
(AS graph where two ASes are adjacent if they exchange

Several authors (see, e.g., [2], [3]) have pointed out th&uting information; the edges of such a graph should be

the relationships between ASes can be roughly classi el infabeled in order to re ect the type of relationship they have
categories that have both a commercial and a technical .aves order to infer the relationships between ASes, Gao uses
A pair of ASes such that one sells/offers Internet connégtiv the information on the degree of ASes together with A%

to the other is said to havepovider-customerelationship. If pathsextracted from the BGP routing tables. An AS path is
two ASes simply provide connectivity between their respect the sequence of the ASes traversed by a connectivity offer
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(BGP announcementin [7] a heuristic is presented together
with experimental results. An analysis on the propertiethef
labeled graphs obtained with such heuristics is providdé]in

Subramanian et al. [9] formally de ne, as an optimization
problem, a slightly simpli ed version of the problem addsed
in [7] and conjecture ithNP -completeness. They also propose
a heuristic based on the observation of the Internet from
multiple vantage points, which does not rely on the degree
of the ASes. Further, they validate the results obtainechby t
heuristic against a rich collection of data sets.

A different approach towards obtaining the AS relationship
has recently been pursued by Siganos and Faloutsos [10];
they use data available from Internet Routing Registriesiaib
the import and export policies of individual ASes in order to
determine the relationships between them.

This paper contributes to the line of research opened in [7],
[9]. Our main results are the following.

We solve a problem explicitly stated in [9]. Namely, we

characterize the complexity of determining the relation-
ships between ASes while maximizing the number of
valid paths, i.e., the number of paths consistent with the
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edge labeling. In particular:

— We show that the problem NP -hard in the general
case and cannot even be approximated within a factor
of 1=n! " for any" > 0 unlessNP = ZPP,! where
n is the number of given paths.

— We show that the problem remaih -hard in the
case where all given paths are short (i.e., have length
at most’, where’ is an arbitrary constant greater or
equal to2) — more speci cally, we even show that (a) (b)
there is a constant less thdnsuch that it iSNP - Fig. 1. An example of Type 1 (a) and of Type 2 (b) path.
hard to approximate the problem within that constant
factor.

— We produce a linear time algorithm for determiningaind the routes learned from its own customers, but does not
the AS relationships in the case in which the problemxport routes learned from other providers or peerpravider
admits a solution that makes all paths valid (i.eexports to a customer its routes, the routes learned from the
consistent with the edge labeling); and other customers, its providers, and its pe€ersexport to

— We use the linear time algorithm to show that foeach other their own routes and the routes learned from their
large portions of the Internet (e.g., data obtainegustomers but do not export the routes learned from their
from single points of view) it is often possible toproviders and other peers.
determine the relationships between ASes in such aConsider theAS pathsthat are associated with the BGP
way that all paths are valid. announcements of the routes. If all the ASes adopted export

We introduce algorithms, based on novel approaches, folicies according to the above model, then the AS paths
determining the relationships between ASes with a largeould have a peculiar structure [7], [9]. Namely, (1) no AS
number of valid paths (or equivalently, a small number gfath can contain more than one pair of ASes having a peer-
anomalous paths, i.e., paths not consistent with the edgepeer relationship; and (2) once a provider-customer or a
labeling). For some of the algorithms we can prove thaeer-to-peer pair of ASes is met in the AS path, no customer-
their solution is guaranteed to be within a constant factprovider pair can be found in the remaining part of it.

of the optimal solution if the given AS paths are short. Further, the above mentioned peculiarities of the AS paths
Also, some of them are improvements over preliminadyave been formally stated in a theorem of [7], that has been
versions described in [12], [13]. also re-casted in [9]. A graph-theoretic formulation of Hagne

We experimentally show that the proposed approachieorem will be given in what follows.

lead to algorithms that perform signi cantly better than

the cutting edge heuristics of [9] with respect to thg' Type-of-Relationship Problem

number of valid paths. ) ) )
. . : The relationships between ASes in the Internet may be
The paper is structured as follows. Section Il describes tpee resented as a gragh whose edges are either directed or
addressed problem. Section Ill shows an algorithm forngsti P 9 9

. . . . undirected. Each vertex is an AS. A directed edge from vertex
if the problem admits a solution with no anomalous paths and o .
u to vertexv indicates thau is a customer of/ (customer-

how to nd such a solution if it exists. In Section IV we prove rovider relationship), and an undirected edge betweetever
the NP -completeness of the problem in the general case R b), 9

. . . : w and vertexz indicates thatw and z are peers (peer-to-
present our inapproximability results. Section V presents er relationship). A BGP AS path corresponds to a path on
new algorithms. Their results are compared with the state i B)- b P P

the art in Section VI. Section VIl discusses the problem 0$' Suppose patip is composed of the sequence of vertices

. . . . . Vi;:::;Vnh. Thenpis valid if it is of one of two types:
discovering peer-to-peer relationships once customaviger Tvoe 1- is composed of a (possibly empty) sequence
relationships are known. Finally, Section VIII containsneo ype - P P P y empty) seq

clusions and open problems of forward edges followed by a (possibly empty) sequence of
' backward edges; more formally, there exists a vesgof
p such that forj = 1;:::;i 1 the edge betweem; and
Il. PROBLEM DESCRIPTION vj+1 is directed fromv; tovj+1 and forj = i;:::;n 1the
A pre x is a block of destination IP addresses. An Interneidge between; andv;.; is directed fromv;.; tov;. (See
Autonomous System (AS) applies local policies to select thggure 1.a.)
bestroute for each pre x and to decide whether é&xportthis Type 2: p is composed of a (possibly empty) sequence
route to neighboring ASes. of forward edges, followed by an undirected edge, followed
Several authors have pointed out that ASes typically hayg a (possibly empty) sequence of backward edges. (See
provider-customepr peer-to-peerelationships (see, e.g., [2], Figure 1.b.)
(3], [14], [9]). A customerexports to a provider its routes  An invalid pathis a path that is not valid. We refer to invalid
1 _ - paths also asnomalous pathdf two consecutive edges of a
ZPP s the class of problems that can be solved by a probabillatiing . o . .
machine in expected polynomial time. According to [11], tlaéth in the path violate the conditions of Type 1 and Type 2 above (rte., !
hypothesisNP 6 ZPP is almost as strong as INP 6 P. the edges are a backward edge followed by a forward edge, a
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backward edge followed by an undirected edge, an undirected
edge followed by a forward edge, or two undirected edges),
we refer to these two edges as anomaly If we view an
undirected edge as pointing in both directions, two consezu
edges on a path are an anomaly if and only if both edges point
away from their common vertex. Observe that every invalid
path must contain at least one anomaly.

At this point the above mentioned theorem [9] can be
restated as follows: if every AS obeys the customer, peel, an
provider export policies, then every advertised path ibegit
of Type 1 or of Type 2.

However, the Internet is more complex. To give a few
examples: ASes operated by the same company can have a
sibling relationship, where each AS exports all its routes to the
other; two ASes may agree onbackuprelationship between
them, to overcome possible failures; or ASes may have pgerin
relationships through intermediate ASes. However, nding
which is the portion of Internet that obeys the customerr,pee
and provider export policies can be considered as the &g st

AS1239 AS8151

AS7660

AS13099

O ¢ == ® 5056 701 6461 4926 4270 4387

@———————@ 5056 701 4926 6461 2914 174 14318

@ rrrnnrrnnnann ® 1239 5056 701 11334

toward a complete comprehension of the relationships iwe o — — — —e 766015056701 11334

ASes. Such motivations have pushed the authors of [9] toward e— .. — .0 50561239 117553216 13099

identifying the following problem. o 505611239 8151
Type—of-ReIationshipT()R) prob|em[g]; Given an undi- Fig. 2. An instance of thdoR problem that does not admit an orientation

without invalid paths. The six paths of the instance are espnted with

rected graplG and a set of pathB, give an orientation  gerent line styles.

to some of the edges @ to maximize the number of
valid paths inP.

An algorithm for theToR problem is called a-approxima-
tion algorithm if it runs in polynomial time and always
produces an orientation of some of the edges of the given
graph such that the number of valid pathsRnis at least

S, whereS is the number of valid paths in the optimal
solution. The value is always at most, and the goal is to
nd -approximation algorithms for which is as close tdl
as possible.

Note that the objective of maximizing the number of valid
paths is equivalent to the objective of minimizing the numbe —
of invalid paths in terms of optimal solutions. For appro&im As3582  asi1740 As10311
tion algorithms, the two objective functions are not eqlaaa
Following [9]. we treat theloR problem as a maximization _Fig. 3 An instance of thdoR proble_m that admits an orientatio_n without

. . L invalid paths. The four paths of the instance are repredewith different
problem with the number of valid paths as the objective. ;e yles.

Figure 2 shows an instance of theR problem for which an
orientation without invalid paths cannot be found. In parar,
each orientation of edge (AS701, AS5056) yields at least opertunately, the problem can be simpli ed by “ignoring” the
invalid path. undirected edges, without losing generality. Namely, ThR-

Figure 3 shows an instance of tfieR problem that admits D problem admits a solution if and only if the following
an orientation without invalid paths with a possible or&itn. simpler problem admits one.

AS8709 AS8938

AS4197

AS15493

L ToR-D-simple Problem Given an undirected grap@,

B. Simplifying the Probler?w . o a set of path$, and an integek, test if it is possible
The Type-of-Relationship Problem is a maximization prob- to give an orientation tall the edges oG so that the

lem. In order to study its complexity, following a standard pumber of valid paths ifP is at leastk.

technique [15], we consider its corresponding decisiosioer Notice thatToR-D-simple considers Type 1 paths only.

ToR-D Problem Given an undirected grap, a set of In fact, consider an orientation of the edges®fthat is
pathsP, and an integek, test if it is possible to give an 5 sojution for theToR-D-simple problem. It is clear that the
orientation to some of the edges @fso that the number  same orientation is also a solution for tieR-D problem.
of valid paths inP is at leask. Conversely, consider an orientation of some of the edges of
One of the ingredients that make th®R-D problem G that is a solution for thdoR-D problem and le{u;v) be

dif cult is the presence of both directed and undirectedestig an edge ofG that is undirected. Consider any pathof P
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through(u; v). There are two casep:is valid orp is invalid. The mapping of ToR-D-simple to 2SAT is a two-step
If pis valid, then it is a Type 2 path and all the edgeprocess. First, all the edges Gf are arbitrarily (for example
of p precedingu are forward edges, while all the edges ofandomly) oriented. Second, a boolean formula is constduct
p following v are backward edges. Ifu;v) is arbitrarily to represent the constraints that each path imposes on the
oriented, then the only effect op is that of transforming orientation of G in order to be a path of Type 1. The
it from Type 2 to Type 1. Hence, the number of invalicconstruction is performed as follows.
paths does not increase.fdfis invalid and(u; v) is arbitrarily For each directed edggi;v;) of G a variablex;j is
oriented either it becomes valid or it remains invalid. listh introduced. A true value fox;; means that, in the nal
case the number of invalid paths does not increase. The same orientation,(vi; v;) will be directed fromv; to v; (that
process can be repeated on all the undirected edges, until an js, the direction of the initial arbitrary orientation wilie
orientation ofG that is a solution fofoR-D-simple is found. preserved), while a false value means tatv; ) will be
To better understand the relation between the two problems, directed fromv; tov; (that is, the direction of the initial
observe that the above consideration suggests that for each arbitrary orientation will be reversed).

partial orientation ofG that is a solution offoR-D with u Consider a patlp 2 P and three consecutive vertices
undirected edges there exBt orientations that are a solution Vi 1;Vi;Vi+1 of p. Four cases are possible, according to
for ToR-D-simple. the arbitrary orientations that we have given to the edges
Further, we can pick an orientation that is a solution for  betweenv; 1;vi, andviss .
ToR-D-simple and consider it as a solution fdoR-D. Then, — Both edges are directed towavd i.e. such directed
we can re ne such a solution by looking for edges whose edges are(v; 1;vi) and (Vi1 ;Vvi). We introduce
orientation can be removed without increasing the number of clausex; 1 _ Xi+1i
anomalous paths. A necessary and suf cient condition, Wwhic — Both edges are directed away from, i.e. such
is also easy to test, for removing the orientation of a single directed edges arévi;vi 1) and (Vi;Vi+1 ). We in-
directed edggu;v) is the following. Consider all the paths troduce claus&i; 1 Xii+1 .
through(u; v) and all the edges followinfu; v) in such paths. — One edge is directed towaxg and the other toward
Edge (u;v) can be made undirected if such edges are all Vis1, i.e. such directed edges afg; 1;vi) and
directed towardv. (Vi;Vis1 ). We introduce clausg; 1 _ Xii+1.
The above discussion justi es a two-step approach where  _ One edge is directed toward ; and the other
in the rst step a solution is found fofoR-D-simple and in towardv;, i.e. such directed edges &;v; 1) and
the second step peering edges are discovered. (Vis1;Vi). We introduce claus®;; 1 Xi+1 .

In this way we introducen 2 clauses for each path of
1. COMPUTING THE RELATIONSHIPS BETWEENASES P with n vertices. We impose that all the constraints are
WITHOUT PATH ANOMALIES simultaneously satis ed by considering the boolean “anfl” o
all the clauses. Since each clause has two literals, we have

In Section Il we have seen that the problem of detedmrﬁapped theToR-D problem to a2SAT formula

the types of relationships between ASes can be tackled byAS an examole consider a path composed of ve vertices
studying theToR problem, its decision versiofloR-D, and a P P P

simpler problem calledoR-D-simple. The relations among
these problems have also been discussed. In this section
show that problenToR-D-simple (and, consequentlJoR-D)
can be solved ef ciently whelk = jPj, that is when we want
to check if G admits an orientation where all the pathsHn
are valid (i.e., there ar@ invalid paths).

q,i\\/een to the edges of the path a direction as follogvs; v»),
(Vaivz2), (va;vs), and(va; vs). We have variablegi.2, X3:2,
X3:4, @andxy:s (see Figure 4.a). Applying the above procedure
we obtain the followin2SAT formula: (X1.2_ X3:2) ™ (X3.2_
X3.4)" (X3.4_X4:5). Consider the truth assignment, = true,
x3.» = false, x3.4 = false, and x4.5s = false. It is easy
to see that it satis es the formula and that it corresponds to
A. Path Anomalies and Boolean Formulas an orientation of the edges of the path toward vestgxXsee

Observe that a path on G composed of the sequence O#:lgur_e 4.b). On tr_1e other hand_, consider the tru_th assighmen
X1.2 = true, x3.o = false, x3.4 = false, andxy.s = true. It

verticesvs; :::;vy is of Type 1 if and only if there does nOtis easy to see that it does not satisfy the formula and that it
corresponds to an orientation of the edges of the path that is

of pincident onv; are directed away from . Hence, to |mposeGnot consistent with Type 1 (see Figure 4.c).

thatp is valid it suf ces to rule out such a con guration. Base
on this observatioffoR-D-simple can be mapped to 25AT
problem [15]. B. Computational Aspects

In the 2SAT problem you are given a se¢ of boolean Problem2SAT may be ef ciently solved by using the well
variables and a formula in conjunctive normal form. Such lenown result in [16] that map&SAT into a problem on a
formula is composed of clauses of two literals, where aditersuitable directed grapB,sar. Observe thaG and G,gar are
is a variable or a negated variable. You are asked to nddifferent graphs.
truth assignment for the boolean variablesXnso that the  Although this result is clearly illustrated in the literagywe
formula is satis ed. give a brief description to help the reader to better undarbt
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Gz V%32 (X34 Xas) C. Experiments
X1, X32 X34 Xa5 This section illustrates the rst group of experiments dbth
@ (g (g (g (%9 paper. Such experiments have the purpose of understariding i
N at least for partial views of the Internet graph ffaR problem
(Y&Z YS,A)

admits a solution without invalid paths. This is importaint,
our opinion, at least for the following reason. Even if it is
unlikely that the entire Internet AS graph could be classi e
in terms of customer-provider and peer-to-peer relatigpssh
without exceptions (and we will see evidence of this in the
remainder of this paper), it is unclear if this is possible fo
what is visible from a specic observation point (“vantage
point” in [9]) of the network.

The test bed consists of BGP data sets obtained as follows.

(12 V x3) =true (Xg4V %y5) = true

X, ,= true
v

X 3= false X 3 4 false
Vs

X 45 false
Vy,

® (v (v

(X3,V X3,) = true

(X12V X3) =true (X34V %) = false

© @X“:"“e " %2 = false e = false » Xas™ U © Each data set is extracted from the BGP routing table of
a Looking Glass server. First, the output of the “show ip
(X, %) = trte bgp” command_ is co_llected. Second, a le of AS paths is
computed by discarding the pre x column and all the BGP
Fig. 4. (a) An initial orientation for a ve vertices path aritle boolean attributes different from the AS path. Duplicate ASes agsi

variables associated with its edges. The orientation shown), which makes from prepending[l] are removed in each path, Note that
the path valid, corresponds to the truth assignment = true, x3.2 =

false, x3:4 false, and x4:5 false, which satis es formula(x1:2 _ duplicated paths may be. present in the set.

X3:2) A (X3:2 _ X3:4) ® (X3:4 _ Xa:5) associated with the path. Conversely, There are many Looking Glass servers on the Internet and

the orientation shown in (c), which makes the path invalatresponds to the jt js very dif cult to say which are the most representative.

&mhazz'ggrggtnégésfzy mf’f(;(r?ﬁi;_ false, x3;4 = false, andxais = Ue, 1 order to compare our work with previous results, we have
chosen to use the collection of ten BGP data sets obtained fro
Telnet Looking Glass servers already adopted as a test bed by
Subramanian et al. [9], who collect such test beds peritigica

the algorithms described in Sections IlI-D and V. and make them publicly available [19].

Graph Gsar has two nodes for each boolean variakle  For each data set we have constructed a different AS graph
of 2SAT, corresponding to its two literals andX. For each (a partial view of the global AS graph) by using only the
clause of the form; _ I, wherel; andl, are literals, the two adjacencies contained in the AS paths of the speci ¢ data set
directed edgesl1;1,) and(I»;1;) are introduced. Intuitively, Table | shows the main features of the graphs constructed fro
edge(l1;1,) represents the logical implicatida ! 1, while the ten data sets. Note that values of Tables | and IV of [9]
edge (I2;11) representd, ! I;. Problem2SAT admits a and values computed from data available in [19] (and that
solution if and only if for no variable there is a directed cycle are presented in Table | of this paper) appear to be slightly
in Gysar containing bothx andx (i.e. a logical contradiction). different.

Testing for each variable if there exists a cycle contairiisig
two literals can be quite time consuming. However, fortehat
the problem of testing for all the variables #8AT whether

TABLE |
TELNET LOOKING GLASS SERVERS AND CORRESPONDINAS GRAPHS

such a cycle exists irGysar can be efciently solved by | AS#AS Name Apr 18, 2001 Apr 6, 2002
. nodes / edges / paths nodes/ edges / path$
computing thestrongly connected componerds Gosar and T Genufty 10,203 /13,001 7 58,156 12,700/ 15,946 1 63,744

by testing for each variable ¥ andx are in the same strongly
connected component. We recall that a strongly connec
component of a directed graph is a maximal set of vertic

such that for each pain; v of vertices of the set there exists

a directed path fronu to v and vice versa. Computing the
strongly connected components of a directed graph can
done in time linear in the size of the graph [17].

From a theoretical point of view, the outcome is tfiaR-
D-simple (and, as a consequend®R-D) with k = jPj, i.e.
the problem of deciding if a graptd of n vertices andm

1740 CERFnet

§49 Globalcrossing
€8582 U. of Oregon
P$967 Exodus Comm.
4197 Global Online J.
5388 Energis Squared
7018 AT&T

220 COLT Internet

b 709 Exodus, Europe

10,007 / 13,416 / 70,83Q
10,288 / 13,039 / 60,409
10,826 / 22,440 / 2.80°
10,387 / 18,401 / 254,123
10,288 / 13,004 / 55,060
10,411/ 13,259 / 58,832
9,252 /12,117 / 120,283
8,376 / 10,932 / 46,606

10,333/ 15,006 / 114,931

not available

12,533/ 16,025/ 76,572
13,055/ 27,277 | 4.40°

12,616 / 21,527 / 339,023
12,518 / 15,628 / 59,744
12,659 / 16,822 / 117,003
11,706 / 15,429 / 170,324
12,660 / 18,421 / 154,854
12,555/ 18,175 / 126,370

Table Il shows the results of the experiments. Observe that
for all partial views but the one of the University of Oregon
server [20], thelToR problem admits a solution without invalid

edges admits an orientation so that all the paths of &setpaths. In fact, the server of the University of Oregon is not
are valid, can be solved i@(n + m + q) time, whereqis the jyst a Looking Glass that gives a view of the Internet from
sum of the lengths of the paths Bf. a specic point of observation, but it offers an integrated

More practically, the above algorithm can be implementedew obtained from52 peering sessions with routers spread
by exploiting a facility from the Leda [18] software libraryon 39 different ASes. This clearly indicates that integrating
that ef ciently computes the strongly connected composeninformation from different points of view makes the problem
of a directed graph. much more dif cult.
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TABLE I
TESTING IF THETOR PROBLEM HAS A SOLUTION WITHOUT INVALID
PATHS FOR SEVERALBGPROUTING TABLES.

AS #

AS Name

Orientable w/o anomalies
Apr 18, 2001 | Apr 6, 2002

1
1740
3549
3582
3967
4197
5388
7018
8220
8709

Genuity
CERFnet
Globalcrossing
U. of Oregon
Exodus Comm.
Global Online J.
Energis Squared
AT&T

COLT Internet
Exodus, Europe

yes yes
yes not available
yes yes
no no
yes yes
yes yes
yes yes
yes yes
yes yes
yes yes

assignment. Coming back to problefoR-D-simple, this
means that some edges have a constrained customer-provider
orientation, while others may assume different orientetio
Interestingly, the proposed approach permits to “explore”
the solution space. Namely, if some knowledge is availahle o
the customer-provider relationships between ASes, it &y ea
to force the solution to respect such constraints. For el@mp
suppose that we know in advance that %Sis a customer
of AS v; and suppose that in the initial arbitrary orientation
edge(vi; v;) is directed fromv; to v;. We can impose that the
solution respects the constraint by adding to2BAT formula
associated with ProbleifoR-D-simple the clauséxi; _Xi; ).
Of course, adding constraints to the problem decreaseszthe s

Figure 5 shows six rows extracted from the routing tabff the solution space and may lead to unsatis able instances
of the U. of Oregon dated Apr 18, 2001. Observe that the six
paths are exactly those used in Figure 2 to give an example|V. THE DIFFICULTY OF MAXIMIZING VALID PATHS

of an instance of th&oR problem that does not admit an

orientation without invalid paths.

Network Next Hop Path

200.1.225.0 167.142.3.6 5056 701 6461 4926 4270 4387 i

200.10.112.0/23  167.142.3.6 5056 701 4926 4926 4926 6464 294
174 174 174 14318 i

204.71.2.0 203.181.248.233 7660 1 5056 701 11334 i

213.172.64.0/19  167.142.3.6 5056 1239 1 1755 1755 1755 3256
13099 i

200.33.121.0 167.142.3.6 5056 1 1239 8151 i

204.71.2.0 144.228.241.81 1239 5056 701 11334 i

The ToR problem was conjectured to bRP-complete
in [9]. In Section Il we have shown that nding a solution
with zero invalid paths (provided that it exists) is a trédta
problem. In this section we show that tifleR problem is
indeedNP -complete in the general case, that is, when it does
not admit an orientation without invalid paths. In additiove
derive inapproximability results showing that it is everrcha
to approximate thdoR problem within a small factor. First,

we consider the case of instances where the given paths can
have arbitrary length. Then, we show that the problem resnain

Fig. 5. Six rows extracted from the BGP routing table of theotlOregon ° h
hard even if all given paths are short.

dated Apr 18, 2001. Each orientation of the edges of the sporeding graph
yields at least one invalid path.

It is worth noting that we have conducted all the experimenfs Paths with Arbitrary Length

on a PC Pentium Il with 1 GB of RAM. Each of the above e give an approximation-preserving polynomial reduction
experiments required a few seconds of computation time. from the NP -hard maximum independent set problem (de-
noted MAXIS) to theToR problem. The goal of the MXxIS
problem is to nd, for a given undirected graph, a largest set
of nodes such that no two nodes in the set are adjacent.

d. First, consider a graplG with two paths as shown in
Figure 6. Similarly to the example of Figure 2, it is easy
simple to 2SAT, we can nd a solution toToR-D-simple to verify that there is no orientation of the edges such that

by computing a truth assignment for the boolean variables 3pth paths are valid. In particular, any orientation of edge
the correspondingSAT instance. A standard method [16] foryields a contradiction on the orientation of edgesor es.
computing such an assignment is the following. A function
f (v) can be computed for all the vertices of the gr&pjyar
associated witl2SAT (see Section IlI-B) such that, for any
two verticesu andv, if there exists a directed path fromto v,
thenf (u) f (v). Furthermore, two vertices andv receive
the same function valué,(u) = f (v), if and only if they are
in the same strongly connected component. A true value is
assigned to variable if f (x) > f (X), a false value otherwise. Fig. 6. A graph with two paths that cannot both be valid in angrdgation.
The satis ability of 2SAT guarantees thdt(x) 6 f (X).
Functionf can be ef ciently computed by exploiting the Leémma 1:There exists a grap8 with two paths such that
decomposition of the graph into strongly connected comp8Ply one of the two paths can be valid.
nents and by Computing a Specia' Ordering’ Cattﬁntﬂogical We will use this construction as a gadget to obtain a
sorting [18], on the directed acyclic graph of the componentéeduction from MAxIS to theToR problem. Let an instance
Of course, an instance of the probl&foR-D-simple may Of MAXIS be given by an undirected graph = (Vi ;En).
admit several different solutions. The structure of thebfem We create an instan¢&; P) of the ToR problem by mapping
constrains some variables to have the same truth value$ ineery node irH to a path inP such that any two paths iR
the solutions, while other variables may assume any tise/fa are edge-disjoint if there is no edge between therflin

D. Finding an Orientation fofToR-D-simple

If a solution for ToR-D-simple with k = jPj exists, that
is, if G admits an orientation where all the paths are vali
computing it is an easy task. Since we mappER-D-
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and cannot be valid simultaneously in any orientation ifodesl;; Ii;|;;1;. Figure 7 shows a simple example with one
there is an edge between themHn clause, and the graph of Figure 8.a shows an example with

Obviously, such an instancéG;P) can be constructed in two clauses.
polynomial time using the gadget of Figure 6.

Now observe that there is a one-to-one correspondence
between orientations & with t valid paths and independent
sets inH with cardinalityt. In particular, if we could solve
the ToR problem in polynomial time or approximate it in
polynomial time with ratio , we could also solve MXIS in
polynomial time or approximate it with ratio, respectively. T, 5 H H
Since MaxIS is known to beNP-hard [15] and not even
approximable with raticl=n*  on graphs withn nodes for

Fig. 7. Example of how an instance of ti®R problem is constructed

" s _ . .
any 0 unlessNP ZPP [11]’ we obtain the foIIowmg from aMAX2SAT instance. ThéVIAX2SAT instance composed of the single
hardness result for th€oR problem. clause(x; _ X3) corresponds to th&oR instance composed of the single

Theorem 1:The ToR problem isNP-hard and cannot be path X1;x1;X2;x2 represented in (a). The solution of tH@R instance
approximated within a factor af=n®* " on instances witm ;epre_senteq |n_(b) corresponds to the solution of KMX2SAT instance
\ X1 = true;x, = falseg.
paths for any' > 0 unlessNP = ZPP.
The arguments leading to the theorem imply that the deci-

sion problemsToR-D and ToR-D-simple are NP-complete, . o o 1o the instance of tHEoR problem if and only if

as their membership in NP is easy to verify. . . : o
As it is not feasible to get a good approximation ratio fotrhe corresponding clause is satis ed. This is clear because
ath is valid if and only if eithelg is directed toward$; or

the generalloR problem, one might hope to be able to exploi . ;
L€ towardslj, which corresponds to a truth assignment where
the structure of real AS graphs or the observed routing path . . . . .
i_lj is satis ed. In particular, note that given a satis ed claus

orde_r to give an algorithm Wlth good approximation retloéor the edgd I;; |j g can always be directed in such a way that the
restricted case. One observation about the real data isibstt : : .
whole path is valid. Conversely, for an unsatis ed clause no

of the AS paths are relatively short. Therefore, we invedtg L ) )
the complexity and approximability of thBoR problem if the such dwecuop c.)ﬁ.li 1, g exists. . -
Thus, maximizing the number of valid paths also maximizes

length of the paths is bounded by a constant. the number of satis ed clauses. With [21] we get that the
ToR problem is not approximable within ratip= 0:955 for

X X2 X X

(a) (b)

The paths and edges are de ned such that a path is valid in

B. Instances with Short Paths instances with paths of length at mdsfor constantk 3.

In this section we show that even instances of bR prob- ~ To obtain a similar result for paths of length 2, we modify
lem that contain only paths of length 2 cannot be approxithatte instance as follows: each pathli;|;;1j is replaced by
better than some constant unlésss NP. two overlapping path;li;l; andl;;l;;l;. See Figures 8.a

Theorem 2:UnlessP = NP, there is no approximation and 8.b for an example of such a replacement. Clearly, in
algorithm for theToR problem with paths of length at mostany ToR solution one of the two paths is always valid. The

* that achieves ratio at leagt= 0:955if ° 3 and ratio at corresponding clause is satis ed if and only if both paths

Ieast@ 0:981if * =2. are valid. So an optimal solution to the instance of ToR

Proof: We reduce theMAX2SAT problem and apply Problem withS valid paths gives an optimal assignment to the
an inapproximability result by Hastad [21]. An instance o¥ariables such theg mCclauses are satis ed, whene®is the
the MAX2SAT problem is given in the same way as amumber of clauses of tHIAX2SAT instance. An approximate
instance of2SAT, but the goal is to nd an assignment tosolution to theToR problem givingA» valid paths Ieoads to
the boolean variables that maximizes the number of satis é M°satis ed clauses. With [21] we know thd¢—T- g
clauses. Hastad [21] has shown tHA#AX2SAT cannot be for atleast one instance fAX2SAT. With S m®  3=4 m°

approximated within rati@ = 0:955 unlessP = NP. (at least3=4 of the clauses of anMIAX2SAT instance can be
We start by reducing aVAX2SAT instance to aToR Satis edf) this yieldsA, ~ #24 S; which concludes the
instance(G; P) with paths of length 3. Then we explain howProof. u
this instance can be modi ed such that it contains only paths
of length 2. V. ALGORITHMS FORCOMPUTING THEAS
Assume that we are given BMAX2SAT instance with RELATIONSHIPS
variablesxi, i 2 f1:::n% and clausesy, j 2 f1:::m%.  In Section IV we have seen that tfieR problem is compu-

For each variable; we add two nodesi, x; to G and an tationally hard (even approximation-wise), and in Sectithn
edgee = fXj;xig between them. If in a solution to thewe have seen that, even if portions of the Internet admit a
ToR problem this edge is directed towartisthis corresponds hjerarchical structure without anomalies, when the data se
to x; = true. Otherwise, if it is directed towardXj, this

meansx; = false. For each clausex = |; _ |j , with literals 2A random truth assignment satis es each clause 8SAT formula with

o o . . probability 3=4, implying that the expected number of satis ed clauses in
li 2 _f.xi 'Xig andl; 2 fx;;Xxjg, one edgefli;ljg is added. 3 rangom assignment =4 of the total number of clauses, see e.g. [22,
Additionally a path of length 3 is added tB along the pp. 104-105].
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Fig. 8. Network and paths resulting from the two clauges X2, Xz _ x3: Constructed instance with length 3 paths (a), modi edanst with length 2
paths (b), and possible solution where both clauses areeshc).

becomes large, such a “strong” structure does not exist (see Proof: Consider an instance of tH®R problem withn
e.g., the AS 3582 in Table II). paths. If the average path length’isthere are at leasi=2
This section aims at giving ef cient methods for discoverin paths with length at mo& . Applying the simple randomized
the AS relationships in a big chunk of the Internet with algorithm described above to these2 paths, we obtain a
large number of valid paths. First, we present approximatigolution with at least; 2;—*1 valid paths. ]
algorithms that are based on known algorithma\fizxX2SAT. To obtain better ratios for paths of length at most 4 or less,
We can show that these algorithms achieve good approximee employ an approximation algorithm fGIAX2SAT as a
tion ratios for instances with short paths. After that, wdl wisubroutine. The rst approximation algorithm f&GIAX2SAT
present a heuristic approach that also exploits the relstip based on semide nite programming (SDP) was presented

to the MAX2SAT problem. by Goemans and Williamson in their seminal paper [23].
Their algorithm has approximation rati®:878 Feige and
A. Approximation Algorithms for Short Paths Goemans improved the algorithm and obtained approximation

. . .__ratio0:931 The currently best known approximation algorithm
In the following, we rst present a very simple random|ze(§

L 7 : or MAX2SAT is due to Lewin, Livnat and Zwick [24]. It
approach achieving constant approximation ratio for theeca__, . Lo S
. achieves approximation ratio= 0:940,
of paths with bounded length. Then we show how to use an ap_Given an instancéG: P) of the ToR problem, we construct
proximation algorithm foMAX2SAT to achieve signi cantly ! b '

2 . : - an instance ofMAX2SAT from the paths as described in
better approximation ratios for instances containing qaths . : .
R N Section Ill (by adding a clause for every pair of consec-
of length at most for ~ =2;3;4.

For paths of constant length there is a very easy randomiz%ta' e edges on each given path) and apply MAX2SAT

approximation algorithm: just select the directions of ¢ldges approximation algorithm to the resulting instance. Then we

. o . rient the edges o5 according to the assignment returned
independently at random. If each edge is oriented in oneeoftﬁ the MAX2SAT algorithm. It mav seem surorising that this
two possible ways with probability 1/2, a path of lengtls y 9 . y P 9

valid with probability%: To see this, note that in a valid pathapproach gives a good ratio because there is not necessarily
f’hgne-to-one correspondence between paths and clauses. The

the direction of the edges can change only once at one of resulting approximation guarantee for this algorithm othpa

1 internal nodes or not at all. There are 1 possibilities . .
P of length at most 4 or less as well as the ratio obtained by

for the d|re_ct_|p_n Of. all edges in the path in the former\cas[%e simple randomized algorithm of Theorem 3 for instances
and 2 possibilities in the latter case. Altogether there are . : :
with longer paths are stated in the following theorem.

possibilities to orient the edges. If all paths have length at Theorem 4:The ToR problem with paths no longer than

most", we get by Imeanty\of expect\atlon edges can be approximated within a faatoiof the optimum
E(Arand ) 1.+l s: in polynomial time, wherec: has the following form:c, :=
2 2 0:940, c; ;= 0:839, ¢4 :=0:358 andc := ;—1 for > > 4.
where Arang IS the value of the approximate solution and Proof: For the case of > 4, the result follows from
S the value of the optimum. The algorithm can easily b&eorem 3. Now consider an instance of Tl problem with
derandomized in the standard way (method of conditiongdths of length at mostfor some™ 4. As described above,
probabilities), giving the following theorem. our algorithm constructs MAX2SAT instance as described
Theorem 3:The ToR problem with paths no longer thanin Section Ill, applies th@®:940-approximation algorithm for
" edges can be approximated within a factor§¥ of the MAX2SAT from [24] to it, and orients the edges according to
optimum in polynomial time. the resulting truth assignment.
For example, this gives rati@:75 for paths of length at most To analyze the algorithm, let us rst introduce a bit of
2, 0:5 for paths of length at mos3, and5=16 = 0:3125for notation: LetS denote the optimum value of the considered
paths of length at most. We can also state the followinginstance of theToR problem andA- the value of our ap-
corollary. proximate solution for an instance with path length bounded
Corollary 1: The ToR problem with average path lengthby *. For 1 [ *, let g be the number of paths in
bounded by can be approximated within a factor %1— of P that have length exactly. Note that paths of length 1
the optimum in polynomial time. can be ignored, since they are always valid. Hence, we can
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assumeg; = 0. Furthermore, note that for deriving lowerratio A;=S. In the worst casg = g4 andy®= S. This gives
bounds on the approximation ra##o =S, it suf ces to consider As+2 g
only instances in which all paths have length exactlyif 2 S+ta r
an instance contains a shorter path, this path can easily beA x S+(r 2) o S+a(r DAs
lengthened by adding an appropriate number of extra nodes " * % 4
and edges to the path at one of its ends. At most edges because there arg@ g, clauses of which at lea=4 are
and nodes are added, and a solution to this modi ed instanestis ed in the approximate solution, i.84+2 gz 9=4 g,
clearly gives a solution to the original instance with atsteaor g, 4 Ay. Solving forAs we getA, 32— S: This
the same number of valid paths. gives an approximation ratio &=(9 4r) 0:358 which

In the simplest case, when all paths have length 2, we cigna slight improvement compared 16 = 0:3125
directly transfer the ratio = 0:940 from MAX2SAT to the Note that this analysis cannot be carried over to paths of
ToR problem. This is because each path is represented lgpgth greater than 4. It uses the fact that at I@sgt of the
exactly one clause that is satis ed if and only if the path islauses can be satis ed, which does not help if each path is
valid. represented by 4 or more clauses and the path is valid if and

Now consider a path of length 3. It is represented by tw@Nly if all of them are satis ed. u
2SAT clauses. The variable corresponding to the edge in the
middle appears in both clauses, once negated and once BOW Heuristic Approach
negated. Therefore, one of the two clauses is always sdtis € |, this section, we propose a heuristic algorithm based on

Clearly, both clauses are satis ed if and only if the path i§,4 idea of computing a maximal S8 P of paths (subset
valid. This gap of either one or two clauses being satis egs {he given seP of paths) such thaToR-D with k = jPY
can be used to derive a bound on the approximation ratigymits s solution that makes all pathsRf valid. A set of
Consider an instance of tHR problem withn = g3 paths  a1hs ismaximalif no path can be added to the set without
of length 3. Note that an optimal solution 8AX2SAT has introducing anomalies.

the valueS + g3 gnd directly gives an optimal soluti_on tp the A simple strategy for computing a maximal set of paths is
ToR problem (with valueS). The MAX2SAT approximation he following. Starting from the empty set, add all the paths
algorithm satis esAs + gs clauses with one-by-one, each time testing if the set admits an orientati
without anomalies. The test can be performed in linear time
by exploiting the algorithm presented in Section Ill. If the
= (1) by ex . he
(8¢} insertion of a path makes the set not orientable, then it is
discarded, otherwise it is added to the set. At the end of the
Because there is always an easily computable solution gycess we have a maximal set of paths. However, this simple
MAX2SAT such that at leas3=4 of the clauses are satis ed strategy is infeasible. In fact we would have to run the tegti

and there ar@ g clauses, we can assumA@ + gz 3=2 g3 algorithm millions of times. Even if each run takes only one

Az + O3

orgs 2 As. Applying this to (1) leads to second, it could take weeks until the maximal set is computed
Motivated by the above discussion, we propose a two-phase

As r (S+g) g r S+2(r 1) As approach. In the rst phase, we compute a very large (albeit

A r s not maximal) set of valid paths with an ad-hoc technique.
3 3 2r In the second phase, we check if the discarded paths can be

reinserted with the method described above.

giving approximation ratio=(3 2r) 0:839 Note that this  The rst phase, i.e., the computation of the initial verygar
is a considerable improvement over the rdtx2 obtained for set of valid paths, is performed as follows. Initiali2€ with
paths of length three by Theorem 3. the set of all paths iP.

In a MAX2SAT instance derived from paths of length 4 1) Construct theG,sar graph considering all the adjacen-
there will be three clauses for each of the paths. We refdrao t cies of P°,
three clauses of a path asriple. With the same argumentation 2) Set up the following data structure: for each undirected
as for length 3 paths, we have that for each triple at least one edge(vi;v; ) of the AS adjacency graph keep the number

clause is always satis ed and all three are satis ed if antyon of paths traversingyvi;v;); call it coveringof (vi;v;).

if the corresponding path is valid. This shows that any sofut 3) Compute the strongly connected component&efar

of this instance satis ex + y + g, clauses, wheregy, y and (e.g., with the algorithm in [17]).

x are the number of triples with at least one, at least two and4) ldentify each variablex such thatx andx are in the

exactly three satis ed clauses, respectively. Note thgtelds same strongly connected componenGkar.

the number of valid pathsand y gs. 5) Select among those variables the variakle whose
We now compare a solutioll = A + y + g4 computed corresponding edgév;;vj) has the smallest covering

by the MAX2SAT approximation algorithm with a solution and remove all the paths that cover such an edge

T = S+ y%+ g4 derived from an optimal solution of the from P°.

corresponding instance of ti@R problem. By [25] we know  Execute steps (1) through (5) until no strongly connected
that T=T r. From this we can bound the approximatiomomponent contains both literals of the same variable.
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Observe that at each iteration, since we remove all thalid in additional sets of AS paths obtained from different
paths traversing a specic edge of the AS graph, the literad®urces.
associated with such an edge disappear f@sgar.

At the end of the rst phase, we have a largeB&t P of A. Evaluated Algorithms

paths for which there is an orientation of the graph that rmake First, we have implemented an approximation algorithm

R .
all Eath_s 'gp F\)/?“d'dm ;heksecr:)nﬂ phf;:se, we con5|_der e_a%r instances with short paths along the lines discussed in
path in P nP~and check whether there Is an orientatiogg i \.A, The algorithm constructsMAX2SAT instance

thdadt maksﬁ aIIhpaths iﬁo[fd. 9 vglid.(;flthis‘di:s)othe chase, v(\;e from the given paths and uses an SDP-based algorithm to
a to P~ otherwise we discard and leaveP ~unc angec. ,ptain an approximate solution. In our implementation, the
At the end of the second phase, we have a maximal $£hns are rst preprocessed by directing edges that can be

PO of paths that admits an orientation without anomalies, a ected without con icts. This shortens the paths consitiey
we compute such an orientation with the algorithmToR-D- (see Section VI-B). Then it is checked with theR-D-simple

simple with k = jP of Section Ill. In this way, all edges usedalgorithm fork = jPj described in Section Il whether the

A ) i~
by at Iez?\st Oge path_lﬁ are o.rl_ented. The remaining edges arEraph can be oriented such that all paths are valid. If this is
not assigned an orientation; in our experiments (Section V{4 the case, an approximate solution is calculated aswsilo

we treat them as undirected (peer-to-peer) edges. MAX2SAT is relaxed to a semide nite program following
Alternatively, the second phase can be replaced by 8y The rounding is done as in [25], which improves the
following heuristic. LetP® be the s_et of paths obtained abpproximation ratio of [23] by adding new constraints and
the ergd of the rst phase. Now the idea is to Ie“t every path W ifying the rounding strategy. We did not add the extra
P nP"that contains a so far unoriented edge vote" in WhiCRonstraints because the instances would have become gao lar
way this edge should be directed. A patfe P nP"votes for ,,+ aqopted the new rounding stratégyhe freely available
one of the two possible directions of an unoriented edge 'fsolver DSDP 4.5 [26] was used to solve the semide nite
can only be valid in case the edge is directed correspondingf o 5rams. We refer to the resulting implementation as algo-
To give a simple example, imagine a path consisting of threg,m EHs. For instances consisting of several million path

edggs: a forward edge, a backward edge, "?‘”9' nally a so fgry graph with 15,000 nodes, it produces edge classi cation
unoriented edge. This path can only be valid if the last edgeihin a few minutes on a modern workstation.

is directed to be a backward edge. Thus the path would vot&, ihermore, we have implemented the heuristic approach
for this direction here. Another example would be a path thgbcriped in Section V-B. Both alternatives of implemegtin
consists of a forward edge, an unoriented edge, and a baBkwgl second phase were considered. The algorithm that eeecut
edge. This path would vote for neither of the directions %e second phase by checking for each paith P nP ®whether
its middle edge, since the path is valid no matter in whigfq setP®[f g can be valid is referred to as DPP. In the
way the edge is directed. After all paths have voted, for eaEBtting with multiple paths (see Section VI-B), we procées t
previously unoriented edge the direction is chosen acngrdip(,ﬂhS inP nPCin order of non-increasing multiplicity. The
to the majority of the votes that the edge has received (liggernative algorithm that executes the second phase fiyget
are broken arbitrarily). , the paths ifP°nP vote for a direction of the unoriented edges
The hope is that this approach should work quite well {§ referred to as DPP On a modern workstation, DPP needs
most edges are already oriented after the rst phase and ogly.|cylation time of several hours for one data set (most of

few edges are left to be oriented in the second phase. the time is spent in the second phase), while a run of DPP
usually takes only a few minutes.
VI. EXPERIMENTAL RESULTS In order to compare our algorithms with Subramanian et

al,'s algorithm from [9] we downloaded the edge classi cai$

In this section, we describe experimental results obtain t they have obtained with their algorithm from the welmag
with our new algorithms and compare them with previonﬁgl We refer to their algorithm as SARK

approaches. First, in Section VI-A, we discuss the impleme For Gao's algorithm [7], which we refer to as GAO, we

tations of our own aIgonthms and of previous approacheis tn?Sed the implementation available from [27].
we have used in our experiments. Then, in Section VI-B, we

describe the data sets on which we have tested the algorithms .
In Section VI-C, we report the results of comparing thg' Description of Data Sets
different algorithms with respect to the number of validhzat ~ For our experiments we used the data that has been ac-
that they achieve on these data sets. In Section VI-D, weystugdmulated by Subramanian et al. [9] and made available on
the relationship between anomalies and anomalous pathghif WWW [19]. For ve different dates (18 April 2001, 4
more detalil, i.e., we investigate for the edge classi aasio February 2002, 6 April 2002, 9 January 2003, and 10 February
obtained with the different algorithms whether there are 2004), routing paths from 10, 9, 14, 10 and 10 autonomous
few anomalies that are responsible for most of the anomaldiystems, respectively, were collected. This data yidioR
paths. Finally, in Section VI-E, we employ the methodologipstances with several million paths (between 1.4 and 7.5
proposed by Subramanian et al. [9] to validate their apgroac , _ _ o

. . . °We did not implement the best knoWdAX2SAT approximation algo-
to formalizing theToR problem: We check whether the CIass"rithm from [24], because we already obtained very good teswith our
cations computed by our algorithms do also make many pathsplementation of the algorithm based on [23], [25].
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TABLE Il

nodes and 375,100 edges. It contains one strongly connected
CHARACTERISTICS OFAS DATA SETS AT FIVE DIFFERENT DATES

component with 2,156 literals and 12,570 edges. The other
Date nodes / edges| paths Junique p.] mi /m; | a /& components contain just one literal. The set of valid paths
2001/04/18 | 10,016 / 23,761| 3,423,422 502,515| 12710 | 3.5/ 1.7 ; ;
2002/02/04 | 12,766 / 27,759| 4,988,100/ 768,688 | 11/9 | 3.5/13 computed during the rst phase contains 3,236,823 paths.
2002/04/06 | 13,124 / 28,326| 6,356,435/ 982,320| 11/8 | 35/14 | During the second phase, 171,756 paths have been re-thserte
2003/01/09 | 14,674/ 30,800( 5,993,411/ 906,285 11/8 36/13 : H H H H
2004/02/10 | 16,911/ 37,369| 7,525,967 / 1,151,245 12/9 3.7/15 without Cau_smg anomalies. The nal maximal set of valid

paths contains 3,408,579 paths.

After computing a maximal set of paths, an orientation for

million) in graphs of about 11,000—17,000 nodes and 23,0081€ €dges of the AS graph obtained from those paths was
37,000 edges. Note that the data set of 18 April 2001, whiG@mPuted using the technique illustrated in Section I11AD.
consists of the union of all the paths of the Telnet Lookinfjadment of the computed orientation has in fact been used
Glasses of Table I, was used by Subramanian et al. [9] as Rk the example of Figure 3. , _

basis for evaluating their classi cation algorithm. Thieme, ~ USINg the condition discussed in Section II-B we have
it is important to compare our new algorithms from Section §/S0 checked for edges that can be made undirected while
with previous algorithms on this reference data set. Intitgi  PreServing the quality of the solution and found 3,265 such
we use the four other, more recent data sets in order to obtgfipes that can be considered as candidates for being peer-to
richer experimental results. peer edges. o _

In order to get the data sets, we downloaded the processef" the same platform as the one described in Section lil,
path les from the website [19]. In a rst cleaning step, welliS run of DPP, involving 3,423,422 paths, required a com-
replaced consecutive identical ASes on each path by a singtation time of about 10 hours.
occurrence of that AS and removed AS paths consisting of

a single AS only. Some characteristics of the ve resulting, Comparison of Edge Classi cation Algorithms

el T Bl S use the lgori EHS, DPP, DFIGAD and SARK
P ' ' PO infer the AS relationships for the ve data sets describred

the number of paths _countlng multiple occurrences as .Wﬁ(ﬂe previous section (in the case of SARK, we downloaded the
as the number of unique paths. Whenever we deal with a

data set, we use the expressions “multiple paths” and l,lmiqresultmg classi cation from [19]). First, we checked wittur

paths” to indicate whether we use the original path les (\/vitJIJOR'D'S'rnple algor!thm fork = JP] (cf. Section Ill) whether .

multiple occurrences of many paths) or a reduced data thri* graph can be oriented in such a way that all paths are valid
with a single occurrence of every distinct path, respelive 's turned OUt. not tp be thg case for all ve data} sets.

We ran the algorithms EHS, DPP, DRRand GAO on both For thg relatlonsh|p classi cations obtained with each of

unique paths and multiple pathgs input, thus producing the ve different algorithms, we computed the number (and

one edge classication for the case of unique paths andpgfl?ebrlltaﬂf) lgf valldhanld 'nﬁ“d pa(';hs. Tr?z rtesults are Brt‘(:\r’]v
possibly different edge classi cation for the case of npléi n table 1v. or each algoriim and €ach date, we report the

paths with each algorithm. The edge classi cations producﬁ—‘ercentage of invalid paths. The results to the left refer to

by the SARK algorithm were downloaded from [19] and thu eddt?]ta with Tlijlt'ple pt;’:lths, I-€. ?th;r)lllcatesl_vc\j/eretﬂot reelnic()jv
we use the same SARK classi cation for the case of uniq € reported numbers count the invalid paths including

paths and of multiple paths multiple occurrences. The right side of the table refershto t

From each set of path les (for one date), we then creatéjé‘ta with unique paths, i.e., we removed duplicate pathisen t

. . Input before we ran the algorithms and the reported numbers
an AS graph by taking all nodes and edges that occur in .tbeéf)er to the number of unique paths that are invalid. Each
path les. The number of nodes and edges of the resulti

graphs are also given in the table 'S the tables has two columns for algorithm GAO: in column

“rfib”, the edges classi ed by the algorithm as sibling edges

It is notable that the path lengths in these real data se¢ Seed interpreted as siblings (i.e., they can occur anysvhe

are relatively short. The last two columns of Table IlI give o path without making the path invalid); in column “peer”,

these edges are treated like undirected (peer-to-peeBsedg

Mrhe edge classi cations produced by the SARK algorithm,

EHS as m.ent|one_d in Section \./l'A' (The numbers refer R?/hich we downloaded from [19], leave the classi cation
the data with multiple paths.) This shows that the assumpugf some edges open. We treated these unlabeled edges as

in Section V-A that the path lengths are bounded by a small .. :
. . g Undirected edges (peer-to-peer edges) for our evaluation.
constant is quite realistic.

On almost all of the instances, the orientations computed

To iIIustrate how DPP Work_s in practice, we describe i DPP, DPP and EHS make less than 0.5%, 0.3%, and
more detail how the computation of DPP progresses for t 306, respectively, of the given paths invalid. This shdoéd

data set of 18 April 2001 (multiple paths). For this data s%b : S
i : : ntrasted with the edge classi cations computed by SARK
with 3,423,422 paths, the starti@sar graph contains 47,522 , 4 a0 (peer). In these edge classi cations, about 15-30%

“In the case of multiple paths, we ran algorithm GAO on theinalgdata of the paths are invalid. This demonstrates clearly that our
i.e. we did not perform the cleaﬁing step that removes pidipgrand empt;/ new hgurIS.tICS DPP and DPPas well as OL!f SDP-based
paths. This yielded slightly better results. approximation algorithm EHS outperform previous appre@ach
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TABLE IV
PERCENTAGE OF INVALID PATHS FOR THE DIFFERENT ALGORITHM$LEFT: MULTIPLE OCCURRENCES OF PATHS COUNTELRIGHT: UNIQUE PATHS).

Date DPP [ DPP_[| EHS [ SARK [ GAO (sib) | GAO (peer) DPP [ DPP_[ EHS ][ SARK [ GAO (si) [ GAO (peen)

2001/04718 || 0.43% | 0.27% | 0.18% || 27.87% | 0.26% 29.90% 057% | 0.37% | 0.30% || 28.80% | 0.43% 28.19%

2002/02/04 || 0.29% | 0.13% | 0.14% 29.54% 0.29% 27.64% 0.36% | 0.24% | 0.22% 32.85% 0.40% 26.92%

2002/04/06 || 0.37% | 0.16% | 0.12% 28.41% 0.37% 25.57% 0.45% | 0.21% | 0.20% 31.33% 0.38% 24.38%

2003/01/09 || 0.26% | 0.13% | 0.12% 30.68% 0.14% 16.05% 0.36% | 0.26% | 0.21% 33.83% 0.09% 17.62%

2004/02/10 || 0.19% | 0.12% | 0.10% || 22.93% | 0.05% 14.98% 0.28% | 0.22% | 0.20% || 25.04% | 0.07% 17.05%
100 scale) corresponds to the anomalies in sorted order, and the
&0 e vertical axis gives the cumulative number of invalidatethpa

60

E. Validation with Additional Path Sets

40

Percentage of Invalid Paths

20 oper | Following the experimental guideline of [9], we checked for
. o ——— GAO (oo the orientations computed by the ve algorithms DPP, DPP
0.1 01 1 1o w  EHS, SARK and GAO how many valid paths they achieve on

Percentage of "Invalidating” Anomalies

the 10 individual data sets of 18 April 2001 as well as on

Fig. 9. Plot for 18 April 2001 showing how many anomalies aeponsible four additional data sets that were not input of the algarith

for invalidating the majority of the invalid paths, congithg the individual ; ; ;

solutions of the algorithms DPR EHS, SARK and GAO (peer). We consm!er the.data V\.”th multlple paths. The e).(tra group of
data sets is, again, available from [19] and contains data fr
AS1755, AS2516, AS2548, and AS6893. Among the paths in

for the ToR problem if edge classi cations without sibling these four data sets, there are 1.2%, 12.6%, 0.5% and 9.0%,

edges are desired. DPBNd EHS produce the best results antgSpectively, that contain edges that are not present iriéhe
even fare well in comparison to GAO (sib), which classi eglata sets we used as input of our algorithms. We discarded
roughly 1.5% of the edges as sibling edges; DPEHS these paths in our computations.

and GAO (sib) achieve comparable numbers of invalid paths, TABLE V

although DPP and EHS. do not use any 3'_b|'ng edges _(nOte DETAILED VIEW OF THE RESULTS OBTAINED WITH DIFFERENT

that S|b|mg edges simplify the task of making paths valid). CLASSIFICATION ALGORITHMS FOR18 APRIL 2001.

The improvement shown by DPP and EHS with respect to

their preliminary implementations described in [12], [£8p | AS#AS Name DPP 1 DPP 1 EHS I SARK (Sib)Gfo(peer)

due to code debugging and re-engineering. T Genuity 0.34% | 0.13% | 0.10% || 16.85% | 0.03% / 8.65%
1740 CERFnet | 0.32% | 0.09% | 0.11% || 5.90% | 0.00% / 7.14%
3549 Globalcr. 0.12% | 0.20% | 0.25% || 17.28% | 0.01% / 12.20%

D. Relating Anomalies to Anhomalous Paths 3582 U. of Oregon| 0.39% | 0.25% | 0.17% || 29.75% | 0.14% / 31.86%

3967 Exodus C. 0.74% | 0.34% | 0.28% || 29.65% | 0.04% / 14.33%

Recall that an anomaly is a situation where two consecutijv@197 Global 0. J. | 0.34% | 1.58% | 0.13% || 13.39% | 0.05% / 81.42%
388 Energis Squ.| 0.33% | 0.19% | 0.10% 55.35% | 0.08% / 54.51%

edges on a path p0|r_1t away fr_om an mternal node of that patiy, o et 0.12% | 009% | 0.119% || 23.30% | 0.00% / 7 72%
Thus each anomaly in a solution invalidates at least oneeof th8220 coLT 1. 0.19% | 0.15% | 0.18% || 11.38% | 1.24% / 8.49%
. . . . . . . 0, 0, 0, 0, 0, 0,
given paths. An interesting question is how the invalid path-s-c E’ggﬂ‘f B e 351 | 20.00% g:(l)gof;;fé%/f
are distributed over the anomalies. In other words: How manys16 KbbI 5.31% | 4.25% | 5.79% || 72.87% | 5.44%/18.11%

; : H H ; iAr 2548 MaeWest 0.20% | 0.18% | 0.12% 2.36% 0.02% / 4.26%
anomalies are responsible for invalidating the majoritythaf | 520 & 2139 | 1709% | 1290 || 16.28% | 0.129% / 13 51%

invalid paths? It turns out that a few anomalies invalidatesim

of the invalid paths. Figure 9 shows this relationship fog th Table V shows that algorithms DPP, DPBnd EHS leave

solutions computed by the four algorithms DPEHS, SARK, g very small percentage of invalid paths. In particularythe

and GAO (peer) for the data set of 18 April 2001 (multipl§erform signi cantly better, in terms of invalid paths, ththe

paths). For the solution computed by the SARK algorithngutting edge heuristic SARK of [9]. Note that the numbers we

we again treat the unlabeled edges as peer-to-peer edges g for algorithm SARK differ from the numbers provided

example, one can see in the gure that 1% to 10% (dependipg[9]. This seems to result from different ways of checking

on the algorithm) of the anomalies are already responsisle the validity of paths. For example, Subramanian et al. did

70% of the invalid paths. The plots for the other dates aft count as invalid Type 2 paths containing two consecutive

qualitatively very similar and thus not included here. undirected edges instead of one [28]; their motivation for
The data points for the plot were computed by rst assessinglaxing the model in this way is that two ASes may have

for each anomaly how many paths it invalidates. This is dogg “indirect peering”, i.e., a peer-to-peer relationsHiptigh

by traversing each invalid path until the rst anomaly is foli an intermediate AS. Algorithm GAO (peer) performs simiarl

and then increasing a counter for this anomaly. Subsequenih SARK on three of the data sets, but signi cantly bettentha

the anomalies are sorted by descending counters, i.e.réhe SARK on the data from AS 2516.

anomaly invalidates the most paths. Then we compute, for

each anomaly, the cumulative number of invalidated patbs, i VII. DISCOVERING THEPEERING RELATIONSHIPS

the number of paths invalidated by the anomalies up to theés on A solution for the ToR-D-simple problem provides an

in sorted order. In the plot, the horizontal axis (in logamiic orientation for all the edges of the AS graph (customer-



SUBMISSION TO IEEE/ACM TRANSACTIONS ON NETWORKING 13

provider relationships). However, as described in Sedtid) VIIl. CONCLUSIONS ANDOPEN PROBLEMS

it is possible to re ne the obtained solution by reintrodugi | this paper we introduced a novel approach for computing

peering relationships. In that section a suf cient coratithas ihe relationships between Autonomous Systems starting fro

been given for modifying a directed edge into an undirectggset of AS paths, so that the number of valid paths is maxi-

edge while still having a solution fofoR-D. mized. Also, we proved that the corresponding maximization
Several different criteria can be adopted to measure thfyplem isNP-hard in the general case (as conjectured in [9])

quality of a solution once peerings are reintroduced. Fgpqg cannot even be approximated well in the worst case @inles

example, one could say that a solution is especially intéxgs \p = ZPP).

if many peerings have been discovered. Unfortunately,rit ca o, approach consists of mapping the problem in&SAT

be shown that, given a solution forfaR-D-simple instance, formulation, which can be exploited in several ways. For

i.e., with no peerings, the problem of producing a solution f oy ample, a solution for th2SAT formulation can be found in
the correspondingoR-D instance that maximizes the numbefineaar time, if it exists, determining a solution to the digl
of peering edges is a hard one. The problem can be formalhiem without invalid paths. Also, we take advantage of
stated as follows: _ _ the theoretical insight gained with tH®SAT formulation to
PEERING-DISCOVERY Problem Given a directed  conceive new approximation algorithms and heuristics fier t
graph G, a set of path>, and an integek, test if it general case. The approximation algorithms are guaramteed
is possible to remove the orientation bfedges ofG  give good solutions for instances with short AS paths. For al
without increasing the number of invalid pathsfn our algorithms we demonstrate experimentally that they are
We prove its hardness by using a reduction from th@ore effective than previously presented approaches.
following NP -complete problem: The website http://www.dia.uniroma3.ittompunet/ con-
INDEPENDENT-SET Problem Given an undirected tains further details on the experiments and the data sets.
graph with node sell and edge seh and an integek, Several problems remain open. We think it is interesting
nd a subset of the nodes of siZe such that no two to understand why the portion of the Internet seen from a
nodes of the subset are adjacent. single observation point is very often orientable withowlid
paths. Is that a matter of size or is there a more subtle
property that can be formally studied? Also, the recognitio
of AS relationships can probably take advantage of further
information provided by the BGP routing tables, for example
the size of the pre xes. Can this lead to a pre x-driven
formulation of the problem instead of the AS-path driven
formulation adopted until now? Further, it could be int¢ires
to improve existing tools for the visualization of the AS gina
(see, e.g., [29]) in order to provide information about the
relationships between ASes.

()

Fig. 10. An instance of théNDEPENDENT-SET problem (a) and the
corresponding instance of tiREERING-DISCOVERY problem (b).

To build the instance of theEERING-DISCOVERY prob-
lem corresponding to the instance of tidDEPENDENT-
SET problem we introduce an edds;; viop) for each node
ni 2 N and we introduce a pati; vip;V; for each edge
fni;njg 2 A. The edges of th®EERING-DISCOVERY
instance can be directed toward verigs, in order to have a
solution with no invalid path. It can be easily shown that the
problem of reintroducing peering edges without increasing
the number of invalid paths is equivalent to the problem of1] J. w. %tg_wart,BGle Inter-Domain Routing in the Internet Reading,
ndlng an Independent S.et of _SIZE' Therefo_re’_ and since [2] gAAIQettilrfgglL}{v?;:a)lléélszegl?c;uter con guration for thieternet,” inProc.
PEERING-DISCOVERY is easily seen to lie ilNP, we IEEE IC3N October 1996.
obtain the following theorem. G. Huston, “Interconnection, peering, and settlemgrits Proc. INET,

Theorem 5:PEERING-DISCOVERY is NP -complete. June 1999 ) o . .

We remark that our reduction from tHBIDEPENDENT- ?dpgfgg)',ni?% ?Q&fé&ﬁﬁi}f’ i,ﬁgfr}zlésésﬁ;gggr,\ftlég%arw
SET problem to thePEERING-DISCOVERY problem pro- 1997.
vides also an approximation-preserving reduction betvtben
maximization versions of the problems. Following argursent g,

(b)
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